HW 7 Worked Problem: Cluster Analysis

The following data file contains information on 4000 delivery trips via company vans. Recorded is the Trip ID, the miles driven, and percentage of the time the driver was more than 5mph over the speed limit. (Problem #13 short answer)
Data: http://web.pdx.edu/~gerbing/data/Drivers.csv
You are tasked with analyzing drivers who transport materials to various points in your supply chain. Because drivers are driving company trucks, you can collect real-time information regarding their driving habits for each trip. One analysis is of the variables (a) distance driven in miles and (b) percentage of the time the driver was driving over 5mph of the speed limit.
Are there specific types of trips that can be categorized according to distance driven and speeding?

a. Read the data into a data frame, display its basic characteristics.

b. Create the X data structure for this cluster analysis.

c. Missing data check.

d. Standardize the data.

e. Verify the standardization.

f. Do a hyper-parameter tuning from 2 to 15 clusters to help determine the number of clusters that best describe this data set. Compute inertia and silhouette for each model.

g. Create a table of inertia and the silhouette index for each model.

h. Create a plot of inertia and a plot of silhouette for each model.

i. What appears to be the optimal number of clusters? Why?

j. Do the cluster analysis just for the optimal number of clusters.

k. Evaluate fit just for this one cluster analysis.

l. Construct the histogram of the individual silhouette coefficients. Comment on fit.

m. Assign the cluster membership and corresponding silhouette score to each sample in the data frame of the original data.

n. How many samples are in each cluster?

o. Show the standardized cluster centers. Interpret.

p. Get the cluster centroids for the original, unstandardized data.

q. Plot the scatterplot of the data and the cluster centroids.

r. Interpret the cluster solution.



