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GSCM 410/510 – Summer 2021
Homework Week 2
Directions

It is OK to work together on the Homework. Of course, make sure that everyone working together on an assignment is learning the material. Each person still turns in their own homework even if exactly the same as that of other group members. Learning this material well enough to do the homework problems is how you succeed in this course. 
Short-Answer Problems
These concepts can appear on the short-answer part of the tests. As part of this homework, answer the following questions, usually just several sentences that include the definition.
What is data wrangling? Why is it important?
Explain the concept of a row name in a data frame. Describe the default row names and the advantage of replacing them with a suitable column from the read data frame.
What is a variable transformation for a continuous (numeric, not categorical) variable? In general terms, not specific code, how is a transformation implemented?
What is a variable transformation for a categorical variable? In general terms, not specific code, how is a transformation implemented?
What is the distinction between the Pandas .loc and .iloc methods? What is their purpose?
Explain the following reference to a data frame named data:  data[rows, columns]
What does it mean to filter rows by data values? When is this operation done?
What is the purpose of the variable type category? When should it be used?
What is the purpose of an indicator (or dummy) variable in a machine learning analysis?
Consider an item on a survey with three possible responses D (disagree)   N (neutral)   A (agree).  What indicator variables would be defined and how are the values of those variables determined?
What are quartiles of a distribution and how are they computed?
How is the inter-quartile range analogous to the standard deviation in terms of both being summary statistics of a distribution of a continuous variable?
Define outliers of a distribution in terms of its inter-quartile range.
What does it mean to say that the median and inter-quartile range are robust to outliers?
a. What is standardization to z-scores? 
b. What are the mean and standard deviation of a distribution of z-scores? 
c. What is their range if the distribution is normal.
What is the only way to know for sure which rescaling is best for the data values of the predictor variables (features) – MinMax, Standardization, or Robust Scaling?
Worked Problems
Data Wrangling, Pre-Processing I
Consider the following csv data file regarding houses and their average selling price in various geographical areas around Boston:

http://web.pdx.edu/~gerbing/data/Boston.csv 

There are 14 variables in the data file, described as follows:

1.	crim - per capita crime rate by town
2.	zn - proportion of residential land zoned for lots over 25,000 sq.ft.
3.	indus - proportion of non-retail business acres per town.
4.	chas - charles river dummy variable (1 if tract bounds river; 0 otherwise)
5.	nox - nitric oxides concentration (parts per 10 million)
6.	rm - average number of rooms per dwelling
7.	age - proportion of owner-occupied units built prior to 1940
8.	dis - weighted distances to five boston employment centers
9.	rad - index of accessibility to radial highways
10.	tax - full-value property-tax rate per $10,000
11.	ptratio - pupil-teacher ratio by town
12.	b - 1000(bk - 0.63)^2 where bk is the proportion of blacks by town
13.	lstat - % lower status of the population
14.	medv - median value of owner-occupied homes in $1000's


Read the data file.
How many examples (rows of data) are there in the data file?
List the first 6 rows and the variable names.
Convert LSTAT from a percentage to a proportion. (Name the new variable anything you wish.) Verify by displaying the first six rows of the revised data frame.
Display just the average number of rooms for the second row of data.
To build a model to forecast median house price, analysts wish to focus on three predictor variables: crim, rm, and rad. Display the first five rows of data for just these three variables.
i. with the variable names
ii. with the variable indices
List all the rows of data with the median value of the home less than $8000.
Use code (i.e., do not manually count) to display the number of homes with median value < $8000.
Analysts want to build a model to forecast the median value of a house. Construct the box plot of the corresponding variable medv.
Describe the distribution of medv from the box plot including any outliers.
For the three predictor variables of interest, rescale into a data object called X three ways, each time showing the first five rows of rescaled data.
a. MinMax, and also show the minimum and maximum of the rescaled variables
b. Standardize, and also show the mean and standard deviation of the rescaled variables
c. Robust Scale

Data Wrangling, Pre-Processing II
Data:  http://web.pdx.edu/~gerbing/data/SupermarketTransactions.xlsx

How many examples (rows of data) are there in the data file?
Convert the value of Country, USA, to USofA.
Sales took place in three countries. Convert the categorical variable Country to dummy variables for later numerical processing.

Missing Data
Data:  http://web.pdx.edu/~gerbing/data/employee.xlsx

How many examples (rows of data) are there in the data file?
Display rows of data that include the row of data with the missing data.
Impute the median for the missing data of Years employed at the company.
Display rows of data that include the row of data with the imputed data to verify that the missing data has been properly imputed to show the change from missing to the imputed median for each variable.



