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Abstract 
 
Major urban areas experience active bottlenecks on a regular basis. Recently, the US 
Federal Highway Administration launched a new initiative aimed at identifying key 
bottlenecks in each state. In Oregon, a regional archive of freeway data from inductive 
loop detectors (PORTAL) is currently leveraging bottleneck identification and 
prioritization efforts. In addition to products that are attractive to transportation 
operators, traveler information systems may benefit from identification, historical 
analysis, and prediction of bottleneck conditions. This paper discuses our efforts toward 
expanding traveler information tools already available in PORTAL, in particular, 
historical analysis and display of active bottleneck features, activation detection in live 
data, and forecasting of relevant features such as shockwave propagation and 
estimated onset time upstream. By providing automatic mechanisms that incorporate 
learned features from historical data into live displays, traveler information systems may 
better serve users as they are told when and where to expect recurrence in bottlenecks, 
in addition to detecting non-traditional bottlenecks, such as those produced by incidents 
or atypical seasonal congestion. 
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Introduction 
 
Understanding traffic behavior at freeway bottlenecks provides a foundation for understanding how the 
freeway system operates. A bottleneck is any point on the network upstream of which one finds a queue 
and downstream of which one finds freely flowing traffic. Bottlenecks can be static (e.g. a tunnel 
entrance) or dynamic (e.g., an incident or a slow moving vehicle). Also, sometimes a bottleneck can be 
active (meeting the conditions described above) and sometimes it can be deactivated due to a decrease in 
demand or due to spillover from a downstream bottleneck (Daganzo 1997).  

Freeway congestion imposes significant costs on the movement of people and freight, and new initiatives 
to measure freeway performance are being undertaken. In Oregon, toward improving the management 
and operation of the transportation system as well as improving transportation planning methods, a 
freeway data archive has been established that stores vehicular count, occupancy, and speed data from 
over 600 locations at 20-second intervals. Via a web interface, performance measurement tools are 
available and report on travel time, delay, vehicle miles traveled and vehicle hours traveled. In addition, 
basic statistical tools are included that can report on travel reliability across days, weeks, months and 
years. The objective of this paper is to describe steps taken toward incorporating an automated system to 
identify freeway bottlenecks using historical data within the Portland Oregon Regional Transportation 
Archive Listing (PORTAL, see http://portal.its.pdx.edu) environment. Using baseline knowledge of when 
and where bottlenecks occurred, a case study is described that aims at identification and display of active 
bottleneck features using graphical tools. Previous research conducted in California is validated for use in 
PORTAL, and suggestions for further research are provided. With the availability of a rich source of 
archived data, new analytical tools can be developed for use with historical data and in a real-time 
environment informed by past performance. This paper is a summarized version of a more complete 
description of our efforts (Bertini et al 2008). 

Background 

Past research has sought a greater understanding of where freeway bottlenecks formed and how and when 
they were activated, using oblique curves of cumulative vehicle arrival number versus time and 
cumulative occupancy (or speed) versus time constructed from data measured at neighboring freeway 
loop detectors. Once suitably transformed, these cumulative curves provided the measurement resolution 
necessary to document and observe the transitions between freely-flowing and queued conditions and to 
identify some important traffic features (Cassidy and Windover 1995; Cassidy and Bertini 1999a, 1999b; 
Bertini and Myton 2005; Horowitz and Bertini 2007). This same methodology has been applied here to 
systematically define bottleneck activations and deactivations as a baseline for testing and implementing 
an automated bottleneck detection algorithm.  

Previous research has also developed techniques for automating and/or expanding the identification of 
bottleneck activations and deactivations using comparisons of measured traffic parameters and applying 
thresholds for those values. Most notably, Chen et al. (2004) developed an algorithm that identified 
bottleneck locations and their activation and deactivation times. That study used 5-minute inductive loop 
detector data from freeways in San Diego, California, and focused on speed differences between adjacent 
detectors. Zhang and Levinson (2004) also implemented a similar system to identify bottlenecks using 
occupancy differentials. Banks (1991) used 30-second speed drop thresholds to identify bottleneck 
activation in San Diego, and Hall and Agyemang-Duah (1991) developed a threshold based on the ratio of 
30-second occupancy divided by flow on a Canadian freeway. Bertini (2003) tested several other signals, 
including the variance of 30-second count, as characterizing bottleneck activation at several sites. 
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Building on this past research, the intent in this paper is to test the Chen et al. method using a sensitivity 
analysis approach with data from a freeway in Portland, Oregon.  

 
Extending PORTAL’s functionality  
 
PORTAL has been in operation since July 2004. The regional archive has expanded its functionality 
through time; in addition to providing loop detector data at different aggregation levels, automatic data 
analysis tools have been developed and included into the archive interface. The tools include the ability to 
produce oblique plots, travel time analysis, congestion reports, and information layers in time-space 
surface plots with incident and variable message sign information. 
  
In response to the recent FHWA initiative of identifying bottleneck locations, the ITS Lab at Portland 
State has identified and defined the need for a new PORTAL module that will provide bottleneck 
identification and analysis capabilities. One of PORTAL’s main features is the use of surface plots to 
represent the time-space evolution of a particular variable. A design goal for the bottleneck identification 
module is to visually represent the bottleneck activation and deactivation times. A desired output is 
presented in Figure 1(a). Notice how the bottleneck activation is marked as well as derived data, such as 
the average propagation speed of the shockwave. The functionality of this tool will enable the study of 
previously observed measurements with a single click, providing the most relevant information to the 
user: activation, duration, deactivation, location, and shock propagation speed.  
 
 

 
(a) (b) 

 
Figure 1. Desired output of the bottleneck analysis for PORTAL. (a) Historical data module for 

PORTAL. (b) Real-time data module, combining online data with historically learned parameters such as 
expected bottleneck locations. 

 
The next step is to incorporate acquired knowledge through historical analysis into live data displays. 
Figure 1 (b) illustrates an example of how previously known bottleneck locations can be displayed on the 
time-space diagram in a real time environment. Bottlenecks A, B, and C have been detected and mapped 
on the plot, and the boxes illustrate durations and locations that occurred 90% of the time (for example) 
over a past period of time. The example in Figure 1(b) illustrates the time-space characteristics of two 
known bottlenecks and provides a visual aid (bounding box). We acknowledge that detection mechanism 
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parameters may skip a detection, as with bottleneck A. In this case, displaying the additional layer of 
“learned” bottleneck locations provides the user with current analysis output and historical knowledge, all 
in a single plot. Also notice how historical knowledge of when and where to expect bottlenecks may be 
used to forecast propagation speeds as new data arrives.  
 
Analytical framework 
 
The algorithm described in Chen et al. used the presence of a sustained speed gradient between a pair of 
upstream-downstream detectors to identify bottlenecks. The most obvious signals for identifying 
bottlenecks in this method are the maximum speed measured by upstream detector and the speed 
differential between each pair of detectors. This algorithm, which was simple and easily manipulated, was 
applied in San Diego using 40 mph maximum upstream speed and 20 mph speed differential with 5 min 
speed data. However, the values of the thresholds may be different in other cities like Portland because of 
different situations in terms of the freeway network, geometry, weather, pavement, traffic conditions and 
the nature of the available data. In this paper, the speed thresholds and data aggregation levels comprising 
this algorithm are tested for bottleneck identification in Portland using PORTAL data. In addition, real 
bottleneck locations and activation/deactivation times identified using the method described in Cassidy 
and Bertini (1999) were used as baseline reference points for comparing the outcome of the Chen et al. 
method using different data and a range of parameters. Specifically, we have tested the thresholds for 
maximum upstream speed and speed differential; and evaluated different data aggregation intervals using 
PORTAL data. 

Baseline bottleneck analysis 
 
In order to establish a baseline to act as “ground truth” for this experiment, a detailed analysis of 
bottleneck activations was conducted for October 3, 2007 on I-5 northbound. Figure 2 shows a timeseries 
speed surface plot from PORTAL for this day. This location has three empirically observed bottlenecks. 
The first active bottleneck (A) occurs between the Macadam Ave. exit and the Terwilliger Blvd. exit 
(Milepost 299.7) between 7:45 and 10:00 am. The second active bottleneck (B) is located at station 
290.54 (Lower Boones Ferry) between 7:15 and 9:15 am. The third active bottleneck (C) is detected near 
Jantzen Beach (Milepost 307.9) between 2:30 and 7:30 pm. This end-of-corridor bottleneck corresponds 
to commuters returning to Vancouver, Washington; only the spillback, not the bottleneck location itself, 
can be directly observed using Oregon data. In addition, an apparent bottleneck (D) is located at station 
296.26 (Spring Garden) between midnight and 4:00 am. Overnight bottleneck activation is suspicious; 
data from this location was clearly noisy overnight, in particular in the presence of low volumes. 
 
The precise activation and deactivation times of each bottleneck were found by using oblique curves of 
cumulative vehicle arrival number versus time and cumulative occupancy (or speed) versus time 
constructed from data measured at neighboring freeway loop detectors. This procedure is described in 
detail in Horowitz and Bertini (2007) and other sources (Cassidy and Windover, 1995; Cassidy and 
Bertini, 1999a, 1999b; Bertini, 2003; Bertini and Myton, 2005).  
 
Experimental setup 
 
Once bottlenecks were analyzed as a baseline, in order to test the Chen et al. algorithm on the Portland 
dataset from PORTAL, we implemented the core of the method (identifying the locations of bottlenecks) 
using MATLAB. Chen’s method compares each pair of spatially-consecutive detectors at each point in 
time and declares that there is a bottleneck between them when: 
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 Figure 2. Baseline analysis of bottleneck locations and algorithm detection on Interstate 5 northbound 
corridor on October 3, 2007. Triangles indicate localized onsets as detected by Chen’s algorithm. 

 
 
1. The speed at the upstream detector is below the maximum speed threshold vmax, and 
2. The difference between the speeds at the two detectors is above the speed differential threshold � vmin. 
Chen et al. used values of vmax = 40 mph, � vmin = 20 mph, with data aggregated at 5 minute intervals. That 
is to say, if the upstream speed is less than 40 mph and the downstream speed is more than 20 mph 
greater than the upstream speed, the Chen et al. method identifies a bottleneck between those detectors 
during that 5-minute interval. However, Chen et al. recognized that each of these three parameters 
(maximum speed, minimum differential, and aggregation level) may need to be adjusted for the algorithm 
to work optimally in new settings. In this research, we have tested different values of vmax, � vmin, and the 
aggregation level as shown in Table 1. 

Table 1. Input Variables Tested for Bottleneck Identification. 

Input Variables Values Tested 
Max speed detected by upstream detector (mph) vmax 30, 35, 40, 45, 50 mph 
Speed differential (mph) � vmin  10, 15, 20, 25, 30 mph 
Data aggregation level for measured speed data  20 sec, 1 min, 3 min, 5 min, 15 min 

 

The total number of speed-pairs where bottlenecks are activated depends on the speed data aggregation 
level. Thus, the number of successful bottleneck identifications and false alarms is not comparable, so 
their proportions were used for evaluation instead. The sensitivity analysis includes a comparison of 
success rate and false alarm rate, presented as a ratio against the known bottleneck activation and 
deactivation times and locations. 

The result of our tests is an assessment of how many bottleneck instances are captured by the Chen et al. 
method with the different threshold combinations (� vmin, vmax) and using different aggregation levels for 
the measured speed data. As an example, Figure 8 shows the outcomes for all 25 threshold combinations 
using 5 minute speed data. Each time-space plot shows a combination of speed differential and maximum 
speed measured at the upstream detector, labelled as (� vmin, vmax).  
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The success rate and false alarm rate for the given thresholds are considered as a function of the input 
values. To find the success rate, we start with the total number of speed-pairs which are real bottlenecks 
according to our ground truth baseline; then we calculate the proportion of them that were successfully 
captured by the Chen et al. method. These correctly-found bottlenecks are labelled as magenta triangles in 
Figure 3. The false alarm rate is the proportion of speed-pairs captured by the Chen et al. method that are 
not real bottlenecks; these false alarms are labelled as dark triangles. The correct triangles and false ones 
are easy to recognize visually. The same procedure was repeated for all five aggregation levels. 

 

Figure 3. Outcome of bottleneck identification with different input value combinations (� vmin, vmax) using 
5 minute data aggregation 

Figure 4 compares the percentage of successes (vertical axis) across different thresholds (horizontal axes) 
and different speed data aggregation levels (distinct surfaces). The algorithm results are compared with 
the baseline “known” activations described above. Typically, a speed differential of 20 mph could be 
assumed to be a signal of bottleneck activation. However, on the plot, it is clear that the success rate 
increases (regardless of data time aggregation level) as the maximum upstream speed increases and the 
minimum speed differential decreases, i.e., when the standards for defining a bottleneck are loosened. The 
success rate is maximized when vmax�is 50 mph, � vmin is 10 mph, and 5 min speed data is used. The Chen 
et al. method achieves the highest success rate on the PORTAL speed data by using these input values. 
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Note that 5 minute data is not optimal across the board: at some thresholds it is surpassed by 15 minute 
data, while at others (especially when � vmin is high) the finer aggregation levels such as 20 second and 1 
minute data actually perform better. 

 

Figure 4. The proportion of true bottleneck speed-pairs that are successfully captured by the Chen et al. 
method 

On the other hand, Figure 5 illustrates the false alarm rate (vertical axis). Again, regardless of data 
aggregation level, the percentage of all speed-pairs captured by the Chen et al. method that turn out to be 
false alarms is also maximized at the 50 mph maximum upstream speed and 10 mph minimum speed 
differential. Note that in this case, the aggregation level has the same effect throughout: finer aggregation 
levels like the 20-second data have the highest false alarm rates across the board, while the coarsest 
aggregations like 15-minute data have the lowest false alarm rates at each point. The 5 and 15 minute 
aggregation levels are able to produce the highest success rates and lowest false alarm rates. 

Conclusions 
 
We observed that 5 and 15 minute aggregation levels produce the lowest false alarm rates at each 
combination of thresholds. Presumably, aggregation smoothed out some of the noise in the data that 
would otherwise lead to false alarms. We also note that success rates over 80% are achievable only for 
minimum speed differentials of 15 mph or less and maximum upstream speeds of 40 or more. The 5 and 
15 minute aggregation levels have the highest success rate throughout this region. Consequently, the 5 
and 15 minute aggregations appear to be ideal. Anything coarser than 15 minutes, however, would be 
unlikely to reveal information that is useful for purposes of bottleneck identification, since we wish to be 
able to pinpoint the start and end of a bottleneck as precisely as possible. In particular, when following the 
leading edge of a bottleneck to estimate the rate at which the activation shock propagates upstream, finer  
data aggregation levels may be necessary in order to estimate the propagation rate with enough precision. 
For this reason, the 5 minute aggregation is a better choice than the 15 minute data. 
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Figure 5. The proportion of speed-pairs captured by Chen’s method which are not real bottlenecks 

 
It appears that the success rate does not increase much for differentials below 15 mph and maximum 
speeds above 40 mph, so this combination of thresholds along with a 5 minute data aggregation level 
appears to be an optimal choice of settings for this algorithm. Hence, the Chen et al. original settings used 
for the San Diego data—20 mph differential, 40 mph maximum upstream speed, and 5 minute 
aggregation—are indeed close to a reasonable balance for Portland. The pair (20, 40) at 5 minutes finds 
most of the real bottlenecks while having an acceptably low number of false alarms, although changing 
the speed differential to 15 mph gives both a higher success rate and a lower false alarm rate. 
 
It is clear that each user’s optimal choice of thresholds and data aggregation level will depend on how the 
user balances the need for a high success rate against the need for a low false alarm rate. Commuters, 
checking the traffic report before heading out to work, may prefer a high success rate (and thus avoid 
being stuck in traffic) even if it comes with frequent false alarms. On the other hand, transportation 
operations staff searching for the most important bottlenecks to repair may demand a low false alarm rate 
so that money is not wasted on fixing a non-existent problem. 
 
Future work 
 
The results describe here are promising and are leading to additional research toward automating the 
process of identifying bottlenecks on Portland freeways. One next step, also following Chen et al., is to 
add a “sustained bottlenecks” filter that can discard transient false positives that are isolated (in the time 
dimension) from other bottlenecks. Also, this algorithm must be tested and verified against additional 
days beyond the single case study we have presented here. A further step will consist of testing the use of 
other variables such as measured volume as a criterion for sorting real bottlenecks from false positives. In 
this paper we have presented measurements of true positive and false negative tracking, but have not 
concluded anything regarding an optimal level of true positives or false negatives. This may vary by user, 
and could be variables chosen by a PORTAL user in an iterative way. 

When implemented in PORTAL, historical data will be compiled to “learn” where and when recurrent 
bottlenecks occur. This will facilitate some simple forecasting procedures that can be shown on the time-
space surface plots as the loop detector live feed proceeds. Finally, travel reliability on a given corridor 
may be more important than travel time itself for travelers, shippers, and transport managers.  In addition 



�
�

� 
 �

to identifying recurrent bottlenecks using measures of delay, we plan to test several reliability measures 
including travel time, 95th percentile travel time, travel time index, buffer index planning time index, and 
congestion frequency. 
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