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Object Localization
• Object localization refers to the CV task of  identifying the location of  one or more objects in an 
image and identifying the location and extent of  each object using a bounding box. In literature, object 
detection combines localization and classification by both localizing (via a bounding box) an object in 
addition to identifying the object class. 



Object Localization
• Object localization refers to the CV task of  identifying the location of  one or more objects in an 
image and identifying the location and extent of  each object using a bounding box. In literature, object 
detection combines localization and classification by both localizing (via a bounding box) an object in 
addition to identifying the object class. 

• For the time being, we focus on object localization. The standard metric used to quantify the quality 
of  a single localization result is Intersection-Over-Union (IOU), a normalized value in the range [0,1] 
defined as the ratio of  the intersection between the proposed bounding box and ground-truth bounding 
box, divided by their union (where the value 1 indicates a perfect localization per the ground-truth): 



Object Localization
• Researchers additionally use the mean average precision (mAP) metric to compare the performance 
of  different localization models. 

• Remember that for a classifier, precision measures how accurate our predictions are:



Object Localization
• Researchers commonly use the mean average precision (mAP) metric to compare the performance 
of  different localization models. 

• Remember that for a classifier precision measures how accurate our predictions are:

• Recall measures how well we find the positive instances of  a class: 

• Notice that for object localization, using different IOU threshold values will generate different TP and 
FP values: 

• Finally, mAP is calculated by taking the mean AP over all classes and/or overall IoU thresholds.



Object Localization
• One of  the remarkable and immensely useful features of  DL models, including CNNs, is their modular 
design. 

• To this end, it is possible to appropriate many standard CNN architectures that are traditionally used for, 
say, classification (or other CV tasks) and to reengineer them to operate on a new, “adjacent” task such as 
object localization (or segmentation, etc.). 



Object Localization
• One of  the remarkable and immensely useful features of  DL models, including CNNs, is their modular 
design. 

• To this end, it is possible to appropriate many standard CNN architectures that are traditionally used for, 
say, classification (or other CV tasks) and to reengineer them to operate on a new, “adjacent” task such as 
object localization (or segmentation, etc.). 

• How does one do this? We simply modify the existing model architecture to suit our particular needs. In 
this case, we alter a classification model so that it predicts a set of  scalar values (such as the vertices of  a 
bounding box). This amounts to replacing the last “output class” layer with a layer that corresponds with a 
bounding box prediction. 

• Of  course, we also need to formulate an appropriate loss function for our bounding box regression 
problem. A natural choice is simply the L2 distance between the 4D vector of  vertices between the ground-
truth and predicted bounding boxes. 



Object Localization



Object Localization
• Why does this modular approach work? There are at least two good reasons: 

(1) NNs are universal function approximators (recall the lessons of  UAT) and so they consequently 
exhibit a great deal of  generalizability from dataset to dataset and domain to domain. 

(2) CNNs – regardless of  the specific task they are trained to perform – learn a set of  filters that are 
(to some extent) universally germane to a wide range of  CV-related tasks (recall the discovery of  
simple cells in the visual cortex, etc.). 



Localization: Region Proposal Methods
• R-CNN (Girshick, et al., 2014) represents one of  the most influential object localization 
papers of  the last decade (where the “R” stands for region). 

https://arxiv.org/pdf/1311.2524.pdf



Localization: Region Proposal Methods
• R-CNN (Girshick, et al., 2014) represents one of  the most influential object localization 
papers of  the last decade (where the “R” stands for region). 

• In this paper, the authors devise an efficient approach to object localization that avoids a 
brute-force sliding window tactic – where one would pass a very large number of  image 
crops to a classifier such as an SVM (see our previous example in this course using SIFT 
features for object localization). 

• The key ingredient to this method is the introduction of  region proposals.

https://arxiv.org/pdf/1311.2524.pdf



Localization: Region Proposal Methods

(1) Region Proposal
• In lieu of  “exhaustive search” using a sliding window approach, the authors adopt a region proposal 
process. Region proposals are simply sub-regions of  the input image that are believed (after a 
screening process) to contain objects of  interest. 

*https://staff.fnwi.uva.nl/th.gevers/pub/GeversIJCV2013.pdf



Localization: Region Proposal Methods

(1) Region Proposal
• In lieu of  “exhaustive search” using a sliding window approach, the authors adopt a regional 
proposal process. Region proposals are simply sub-regions of  the input image that are believed (after 
a screening process) to contain objects of  interest. 

• The R-CNN algorithm is agnostic to the particular regional proposal algorithm that is used. The 
original R-CNN papers use a well-known algorithm called Selective Search*.

• Selective search begins by generating an (intentionally) over-segmented image using a graph-based 
segmentation method based on pixel intensities (similar to the classic graph cut segmentation 
algorithm that we have seen previously).

*https://staff.fnwi.uva.nl/th.gevers/pub/GeversIJCV2013.pdf



Localization: Region Proposal Methods
(1) Region Proposal
• Using this over-segmented image, selective search iteratively combines similar regions into 
progressively larger and larger regions. 

*https://staff.fnwi.uva.nl/th.gevers/pub/GeversIJCV2013.pdf



Localization: Region Proposal Methods
(1) Region Proposal
• Using this over-segmented image, selective search iteratively combines similar regions into 
progressively larger and larger regions. 

• These generated regions are used to produce candidate object locations. 

• In total, selective search uses (4) criteria to combine “similar” regions including color, shape, texture 
and size similarity. For R-CNN, the authors generate ~2k region proposal per image. 

*https://staff.fnwi.uva.nl/th.gevers/pub/GeversIJCV2013.pdf



Localization: Region Proposal Methods

(2) CNN Feature Extraction 
• Next, the authors use a pre-trained AlexNet (recall that the paper was published in 2014) to 
generate a DL-based feature representation of  each patch corresponding with the region proposal 
from step (1). Concretely (as is conventional), they extract the output of  the penultimate layer of  
the CNN to yield a 4096-dimensional feature vector. 

• Note that because AlexNet was trained on images of  a fixed size 227x227x3, the image crops 
corresponding with the region proposals fed into the CNN must first be resized. 



Localization: Region Proposal Methods

(3) SVM Classification
• An SVM is trained using 4096-dimensional feature vectors extracted from AlexNet as a binary, class-
specific classifier. In total, if  we have N classes of  objects we wish to localize, this requires training N 
distinct SVM classifiers. 

• The confidence score of  each SVM can be used to classify the object in each proposal region. In order 
to improve the final localization results, several additional techniques are applied: 

(i) Any image proposal intersecting a region with a higher score for the same class is combined (to 
create a single, larger region). 

(ii) Following this step, regions with a score below 0.5 are discarded. 
(iii) The authors use a bounding-box regression technique to refine the final bounding box predictions. 

SVM Classifier



Localization: Region Proposal Methods



Localization: Region Proposal Methods
• Deficiencies of  R-CNN: 

(1) Requires classification for ~2k region proposal per image.

(2) It cannot be implemented in real-time. 

(3) Selective search is a fixed algorithm (independent) of  R-CNN pipeline; there is 
essentially no “learning” transmitted between proposal method and 
classification/localization process. 



Localization: Region Proposal Methods

• Fast R-CNN* (Girshick, 2015) was developed to address these key shortcomings of  R-
CNN. 

• In summary: Fast R-CNN requires only a single pass of  the entire input image through the 
pre-trained CNN for features extraction. Then, for each object proposal, a region of  interest 
(RoI) pooling layer extracts a fixed-length feature vector from the feature map. The resultant 
model achieves better accuracy and is 213X faster (!) than R-CNN.

• Faster R-CNN** (Ren et al., 2016) replaced the (relatively slow) selective search region 
proposal algorithm with a separate network that produces region proposals. 
*https://arxiv.org/abs/1504.08083
**https://arxiv.org/abs/1506.01497

https://arxiv.org/abs/1504.08083


Localization: YOLO

https://arxiv.org/pdf/1506.02640.pdf

• “You Only Look Once* (YOLO): Unified, Real-Time Object Detection”  (Redmon, et al., 
2015) introduced an extremely fast state-of-the-art object detection algorithm which requires 
only one pass of  the input image through a CNN (hence “you only look once”) to perform 
real-time multi-object detection. 

• Unlike R-CNN and related region proposal methods, YOLO can generate many object 
bounding-box predictions with a single pass of  the input image through the network. 



Localization: YOLO
• In place of  a region proposal pre-step, the YOLO algorithm instead partitions the input 
image into a 19x19 grid.  

• From this grid, the model learns to predict bounding boxes (where each bounding box is 
centered inside of  one of  the grid squares) and confidence scores that the predicted bounding 
box contains an object (of  any class). 

• For each grid cell, a class probability map is produced. The class probability map and 
bounding boxes + object confidence are finally leveraged to generate the object detections. 



Localization: YOLO
• In more detail: Each cell in the 19x19 grid is responsible for predicting 𝐵 bounding boxes (e.g., 𝐵 = 5 in the 
image shown on the left, below). 



Localization: YOLO
• In more detail: Each cell in the 19x19 grid is responsible for predicting 𝐵 bounding boxes (e.g., 𝐵 = 5 in the 
image shown on the left, below). 

Each of  the 𝐵 predicted bounding boxes is encoded as a vector consisting of:
• (𝑏!, 𝑏") the center of  each predicted bounding box (notice that a restriction for each cell is that it must predict 

a bounding box center within the cell itself  – see image on the right, above).

• (𝑏#, 𝑏$) the width and height, respectively of  the predicted bounding box (notice that the bounding box can 
extend beyond the periphery of  the cell containing its center).

• 𝑝% the probability that there is an object within the cell (if  there is no object, then 𝑝% = 0).

• c a vector of  80 class probabilities (for pre-defined classes such as car, dog, etc.)



Localization: YOLO

• Putting this together, we train a CNN to ingest an input image and output a tensor of  dimension 
19x19x5x85, where 19x19 corresponds with the grid partition of  the image, 5 corresponds with the 
number of  bounding boxes predicted to be centered in each cell (𝐵 = 5), and 85 = 5 parameters 
(𝑏! , 𝑏" 𝑏# , 𝑏$ , 𝑝%) + 80 individual class-conditioned probabilities. 



Localization: YOLO

• Putting this together, we train a CNN to ingest an input image and output a tensor of  dimension 
19x19x5x85, where 19x19 corresponds with the grid partition of  the image, 5 corresponds with the 
number of  bounding boxes predicted to be centered in each cell (𝐵 = 5), and 85 = 5 parameters 
(𝑏! , 𝑏" 𝑏# , 𝑏$ , 𝑝%) + 80 individual class-conditioned probabilities. 

• The CNN was trained on the PASCAL VOC 2007 which includes annotated images with bounding 
box and class labels included. The CNN is trained to correctly predicted the corresponding output 
tensor of  dimension 19x19x5x85 that corresponds with the ground-truth tensor derived from the 
training image annotations. 



Localization: YOLO
• As a final refinement step, the authors apply a non-maximum suppression step:

(1) They remove boxes with low object probability (most of  the predicted bounding boxes fall into this 
category)

(2) They retain only the bounding boxes from a set of  overlapping predicted bounding boxes  (that were 
not already discarded in step (1)) with the highest shared area. 



Localization: YOLO

https://www.youtube.com/watch?v=VOC3huqHrss



3D Convolutions
• 3D convolutions are the analogue of  2D convolutions – in this case, we convolve a 3D filter (a tensor) 
with a 3D input, resulting in a feature tensor. 

• Just as was the case with 2D convolutions, the resultant tensor represents a volume of  scalar values that 
connote the “response” of  the input to the filter, encoded spatially. 

• Extending the basic idea of  2D CNNs that we have seen previously, it is possible to “scale up” CNNs to 
accommodate 3D data (e.g., video data, MRI scan, etc.) by using using 3D CNNs.

Filter Tensor 
F

Input Tensor 
X

Result of  convolution:
X*F



3D Convolutions
•More formally, suppose that the 𝑝th filter in the 𝑞th layer of  a 3D CNN has parameters 
denoted by the 4D tensor 𝑊(",$) = 𝑊&'()

",$ (where the indices 𝑖, 𝑗, 𝑘 indicates the positions 
along the height, width and depth of  each 3D filter, and 𝑙 denotes the filter number of  the 
total set of  filters in the layer). 

• The feature maps in the 𝑞th layer are represented by the 4D tensor 𝐻($) = ℎ&'()
$ (for 

instance 𝐻(*) represents the network input). 



3D Convolutions
•More formally, suppose that the 𝑝th filter in the 𝑞th layer of  a 3D CNN has parameters 
denoted by the 4D tensor 𝑊(",$) = 𝑊&'()

",$ (where the indices 𝑖, 𝑗, 𝑘 indicates the positions 
along the height, width and depth of  each 3D filter, and 𝑙 denotes the filter number of  the 
total set of  filters in the layer). 

• The feature maps in the 𝑞th layer are represented by the 4D tensor 𝐻($) = ℎ&'()
$ (for 

instance 𝐻(*) represents the network input). 

Then, the convolutional operations from the 𝑞th layer to the (𝑞 + 1)th layer are defined as 
follows: 

Where above we assume the 3D filter is of  dimension 𝐾×𝐾×𝐾, and with 𝐾+ total filters in the 
layer. 

( 1) ( , ) ( )
1, 1, 1,

1 1 1 1

dKK K K
q p q q
ijkp rstl i r j s k t l

r s t l
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3D CNN: CT Scan Virus Classification
• 3D CNNs are naturally suited for volumetric image processing. In general, a 3D CNN 
will require more compute and a larger parameter overhead than that of  an “equivalent” 
2D CNN that processes each data frame one by one. 

https://github.com/keras-team/keras-io/blob/master/examples/vision/3D_image_classification.py



3D CNN: CT Scan Virus Classification
• 3D CNNs are naturally suited for volumetric image processing. In general, a 3D CNN 
will require more compute and a larger parameter overhead than that of  an “equivalent” 
2D CNN that processes each data frame one by one. 

• The advantage of  leveraging a 3D CNN, naturally, is that 3D CNNs incorporate 3D 
spatial information (in the case of  natively 3D data) and/or temporal information (e.g., in 
the case of  video data). 

• Next, we explore an application of  3D CNNs to virus classification from (3D) CT chest 
scans. 

https://github.com/keras-team/keras-io/blob/master/examples/vision/3D_image_classification.py



3D CNN: CT Scan Virus Classification
• First, we download the CT scan dataset; next, we apply pre-processing:
(1) Normalize the CT scan intensities 
(2) Resize (down-sample) the width, height, and depth of  each scan. 



3D CNN: CT Scan Virus Classification
• First, we download the CT scan dataset; next, we apply pre-processing:
(1) Normalize the CT scan intensities 
(2) Resize (down-sample) the width, height, and depth of  each scan. 

• In order to improve the robustness of  our model, we apply a simple data augmentation 
procedure that rotates that CT scan data by a few degrees, randomly, and applies vertical 
and horizontal flipping. 



3D CNN: CT Scan Virus Classification
• Then we define our 3D convolutional network: 



3D CNN: CT Scan Virus Classification
• Training the model:

• Test inference:

Test Input

23% (+)
77% (-)



DL-Based Keypoint Detection
• Previously we explored classical approaches (i.e., hand-crafted) to keypoint detection, including the 
SIFT keypoint descriptor. Recall that keypoint detection represents a form of  feature extraction 
(moreover, “data compression”) where information-rich features are identified in an image.  

• Due to the power and modular design of  CNNs, one can easily repurpose CNNs for keypoint 
detection; one can simply add a “regression head” that predicts the location of  keypoints. 



DL-Based Keypoint Detection
• Previously we explored classical approaches (i.e., hand-crafted) to keypoint detection, including the 
SIFT keypoint descriptor. Recall that keypoint detection represents a form of  feature extraction 
(moreover, “data compression”) where information-rich features are identified in an image.  

• Due to the power and modular design of  CNNs, one can easily repurpose CNNs for keypoint 
detection; we simply add a “regression head” that predicts the location of  keypoints. 

• Keypoint detection can be leveraged to solve a variety of  CV-related problems, including pose 
detection, fine-grain tracking and segmentation, scene understanding, facial recognition, emotion 
prediction (e.g., facial keypoints), selfie “explorations,” etc. 



DL-Based Keypoint Detection
• We train a model to identify facial keypoints (also called landmarks). To do this, we begin with an 
appropriately annotated dataset. We use the YouTube Faces dataset* which contains 5,770 tightly-cropped 
images with facial keypoint annotations (68 in total, see below). 

*https://www.cs.tau.ac.il/~wolf/ytfaces/



DL-Based Keypoint Detection
• We train a model to identify facial keypoints (also called landmarks). To do this, we begin with an 
appropriately annotated dataset. We  use the YouTube Faces dataset* which contains 5,770 tightly-
cropped images with facial keypoint annotations (68 in total, see below). 

• We use a generic CNN architecture consisting of  alternating layers of  2D convolution and maxpooling, 
followed by two final FC layers. For our loss function we use MSE loss with respect to the output vector 
and ground-truth keypoint vector (68 ∗ 2 = 136 dimensions each). 

*https://www.cs.tau.ac.il/~wolf/ytfaces/



DL-Based Keypoint Detection
• For our final algorithm workflow, we first process an input image (containing one or more faces) using a 
Haar-based facial detection algorithm (e.g., Viola-Jones). 

• Try it in OpenCV: https://learnopencv.com/facial-landmark-detection/



DeepFace
• DeepFace – in 2014 Facebook AI research (FAIR) introduced a state-of-the-art facial recognition 
algorithm. 

• The key components in their workflow include: (1) face localization, (2) alignment of  facial data (using 
“fiducial points”, i.e., keypoints), (3) classification. 

• Classification is done using a CNN with ~120 million parameters, trained on 4 million facial images for 
4,000 different identities (the largest such facial dataset at the time). Model accuracy in the wild is reported 
at 97.35%. 

https://pypi.org/project/deepface/



Keypoint Detection: DensePose
• “Human Posted Estimation in the Wild” (2018, FAIR) represents a state-of-the-art 
human pose estimation algorithm (DensePose).

• The authors make use of  a dense annotation process that includes a dense 
correspondence with 3D surface models (above, left). 

• Similar to region proposal methods that we have previously discussed, the authors 
use a cascade of  region proposal generation and feature pooling components in their 
network that dense-predicts discrete part labels and mesh surface coordinates (see 
full paper for details). 

*https://arxiv.org/pdf/1802.00434.pdf
https://github.com/facebookresearch/detectron2/tree/master/projects

https://github.com/facebookresearch/detectron2/tree/master/projects


Keypoint Detection: DensePose



Siamese Networks
• Siamese Neural Networks (SNNs) represent a novel architecture that can be 
used to learn a generalized similarity function. This similarity function can be 
leveraged for a variety of  tasks including video tracking, facial recognition, 
handwriting verification, etc. 

• One significant advantage presented by SNNs is that they can be successfully 
deployed in small data regime applications; for this reason, SNNs provide an 
attractive solution for many zero and one-shot learning tasks. 



Siamese Networks
• For classification tasks, traditional NNs learn to predict (via softmax, etc.) over a 
fixed number of  output classes. 

• This framework typically requires a large quantity of  (labeled) data, and it poses 
problems if  we wish to add a new data class(es) for model inference. Conventionally, 
in this case, we are required to either retrain the model from scratch and include this 
new data when we retrain, or to execute (at minimum) a transfer learning procedure. 



Siamese Networks
• For classification tasks, traditional NNs learn to predict (via softmax, etc.) over a 
fixed number of  output classes. 

• This framework typically requires a large quantity of  (labeled) data, and it poses 
problems if  we wish to add a new data class(es) for model inference. Conventionally, 
in this case, we are required to either retrain the model from scratch and include this 
new data when we retrain, or to execute (at minimum) a transfer learning procedure. 

• SNNs obviate the need to retrain the network with the introduction of  new data 
classes; instead, we train a SNN to serve as a generalized similarity function. 



Siamese Networks

• The “twin” networks in an SNN workflow are copies of  the same network 
(using identical weights). For this reason, it is commonplace to repurpose a standard 
architecture (or pre-trained model) and simply add a “Siamese head” to render an 
SNN.
• Conventionally, we train the SNN using data pairs, where the input data represent 
either: pairs of  similar objects or object types (e.g., encodings of  two different 
pictures of  the same person) OR pairs of  dissimilar objects (e.g., encodings of  
two different object classes, or two different people, etc.). 



Siamese Networks

• Seen in this way, training a Siamese network entails training a binary classifier – the 
ground-truth output for the pairs is, say, 0 when the pairs are similar, and 1 when 
they are dissimilar. 

• One standard loss function one can use to train a SNN in this fashion is binary 
cross-entropy loss: 

1

1 log( ( )) (1 ) log(1 ( ))
N

i i i i
i

L y p y y p y
N =

= - + - -å



Siamese Networks
• Here is a basic SNN implementation (Python):  



Siamese Networks: Contrastive Loss

• In practice, more sophisticated loss functions (vis-à-vis cross-entropy), including 
contrastive loss* (Hadsell, et al.) and triplet loss are often used to train state-of-the-
art SNNs. 

*http://yann.lecun.com/exdb/publis/pdf/hadsell-chopra-lecun-06.pdf



Siamese Networks: Contrastive Loss

• In practice, more sophisticated loss functions (vis-à-vis cross-entropy), including 
contrastive loss* (Hadsell, et al.) and triplet loss are often used to train state-of-the-
art SNNs. 

• The goal of  a SNN isn’t to classify a set of  images, but rather to differentiate between 
them. Contrastive loss evaluates how well the SNN does at distinguishing between 
image pairs. 

• Notationally, define the Euclidean distance between the outputs of  the twin networks 
for the ith input pair (𝑋!

" , 𝑋#
(")):

*http://yann.lecun.com/exdb/publis/pdf/hadsell-chopra-lecun-06.pdf
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Siamese Networks: Contrastive Loss
• Notationally, define the Euclidean distance between the outputs of  the twin networks 
for the ith input pair (𝑋!

" , 𝑋#
(")):

From this “distance” loss, Contrastive Loss (CL) is defined: 

(*) Contrastive loss has two basic aims: (1) Bring similar points together; (2) push 
dissimilar points apart. 

( ) { }2 2( ) ( ) ( ) ( )
1 2

loss for similar pts loss for dissimilar pts

1 1( , , , ) (1 ) max(0, )
2 2

i i i iL Y X X Y D Y m Dq qq = - + -
!""#""$ !""""#""""$

( ) ( ) ( ) ( )
1 2 1 2 2

( , ) ( ) ( ) " "i i i iD X X f X f X Dq q q q= - !



Siamese Networks: Contrastive Loss

(*) Notice that if  the input pair (𝑋!
" , 𝑋#

(")) are similar, then 𝑌(") = 0, in which case 
only the first term in the CL formula has non-zero weight, and the contrastive loss 
value is the Euclidean distance between the network outputs, respectively (naturally we 
want this to be small for similar inputs).

( ) { }2 2( ) ( ) ( ) ( )
1 2

loss for similar pts loss for dissimilar pts

1 1( , , , ) (1 ) max(0, )
2 2

i i i iL Y X X Y D Y m Dq qq = - + -
!""#""$ !""""#""""$



Siamese Networks: Contrastive Loss

(*) Conversely, if  the input pair (𝑋&
' , 𝑋(

(')) are dissimilar, then 𝑌(') = 1, in which case only the 
second term in the CL formula has non-zero weight. This particular loss function is commonly 
known as hinge-loss; the parameter 𝑚 is referred to as the margin. 

( ) { }2 2( ) ( ) ( ) ( )
1 2

loss for similar pts loss for dissimilar pts

1 1( , , , ) (1 ) max(0, )
2 2

i i i iL Y X X Y D Y m Dq qq = - + -
!""#""$ !""""#""""$



Siamese Networks: Contrastive Loss

(*) Conversely, if  the input pair (𝑋&
' , 𝑋(

(')) are dissimilar, then 𝑌(') = 1, in which case only the 
second term in the CL formula has non-zero weight. This particular loss function is commonly 
known as hinge-loss; the parameter 𝑚 is referred to as the margin. 

• If  𝐷+ ≥ 𝑚, then the feature representations of  𝑋&
' 𝑎𝑛𝑑 𝑋(

(') differ by more than the margin, 
and so they are already sufficiently separated in the feature space; in this case the loss is zero (no 
action is required). 

• If  𝐷+ < 𝑚, then the feature representations of  𝑋&
' 𝑎𝑛𝑑 𝑋(

(') differ by less than the margin, 
and thus we incur a loss, since we desire the feature representations of  different classes to be 
larger than the margin. 

( ) { }2 2( ) ( ) ( ) ( )
1 2

loss for similar pts loss for dissimilar pts

1 1( , , , ) (1 ) max(0, )
2 2

i i i iL Y X X Y D Y m Dq qq = - + -
!""#""$ !""""#""""$



Siamese Networks: Triplet Loss
• It is also very common to train SNNs using Triplet Loss. 

• Instead of  using pairs, triplet loss is computed with respect to a triplet consisting of  an anchor 
sample, 𝑋, , positive sample, 𝑋- (from the same class as the anchor), and a negative sample, 𝑋.
(from a different class than the anchor). 

*A technique known as “triplet mining” is often employed to find useful negative samples from a dataset. 



Siamese Networks: Triplet Loss
• It is also very common to train SNNs using Triplet Loss. 

• Instead of  using pairs, triplet loss is computed with respect to a triplet consisting of  an anchor 
sample, 𝑋, , positive sample, 𝑋- (from the same class as the anchor), and a negative sample, 𝑋.
(from a different class than the anchor). 

*A technique known as “triplet mining” is often employed to find useful negative samples from a dataset. 

( ) ( ){ }( ) ( ) ( ) ( ) ( ) ( ) ( )( , , ) max 0, , ,i i i i i i i
T a p n a p a nL X X X m D X X D X Xq q= + -



Siamese Networks: Triplet Loss

Triplet loss accounts for (3) general cases:

(i) Easy triplets: 𝐷+ 𝑋, , 𝑋. > 𝐷+ 𝑋, , 𝑋- +𝑚; here the negative sample is already sufficiently 
distanced from the anchor sample with respect to the positive sample in the embedding space; the 
loss is zero in this case. 
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Triplet loss accounts for (3) general cases:

(i) Easy triplets: 𝐷+ 𝑋, , 𝑋. > 𝐷+ 𝑋, , 𝑋- +𝑚; here the negative sample is already sufficiently 
distanced from the anchor sample with respect to the positive sample in the embedding space; the 
loss is zero in this case. 

(ii) Hard triplets: 𝐷+ 𝑋, , 𝑋. < 𝐷+ 𝑋, , 𝑋- ; the negative sample is closer to the anchor than the 
positive sample; the loss is positive and greater than 𝑚. 
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Siamese Networks: Triplet Loss

Triplet loss accounts for (3) general cases:

(i) Easy triplets: 𝐷+ 𝑋, , 𝑋. > 𝐷+ 𝑋, , 𝑋- +𝑚; here the negative sample is already sufficiently 
distanced from the anchor sample with respect to the positive sample in the embedding space; the 
loss is zero in this case. 

(ii) Hard triplets: 𝐷+ 𝑋, , 𝑋. < 𝐷+ 𝑋, , 𝑋- ; the negative sample is closer to the anchor than the 
positive sample; the loss is positive and greater than 𝑚. 

(iii) Semi-hard triplets: 𝐷+ 𝑋, , 𝑋- < 𝐷+ 𝑋, , 𝑋. < 𝐷+ 𝑋, , 𝑋- +𝑚; the negative sample is more 
distanced to the anchor than the positive sample, but the distance is not greater than the margin, 
so the loss is still positive (and smaller than 𝑚). 
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Siamese Networks: Real-Time Video Tracking
• “Fully-Convolutional Siamese Networks for Object Tracking”* (Bertinetto et al., 2016) 
introduced a state-of-the-art real-time (100Hz) video tracking algorithm using SNNs.  

*https://arxiv.org/pdf/1606.09549.pdf



Siamese Networks: Real-Time Video Tracking
• “Fully-Convolutional Siamese Networks for Object Tracking”* (Bertinetto et al., 2016) 
introduced a state-of-the-art real-time (100Hz) video tracking algorithm using SNNs.  

• The authors leverage similarity learning (replacing the traditional correlation filter) with a 
SNN. The algorithm is class-agnostic (i.e., one-shot learning); using a Siamese network and 
reference object in first frame of  video to define the target (z in diagram), in one pass of  
the SNN, they compute the similarity between the target and the input image (x in diagram) 
by comparing the SNN feature space representation of  each (denoted 𝜑). 

• Because the SNN is fully-convolutional, the network can ingest images of  varying sizes, 
e.g., x (large) vs z (small), and produce representations of  comparable dimensions in the 
feature space (128 dimensions in this case). 

*https://arxiv.org/pdf/1606.09549.pdf



Siamese Networks: Real-Time Video Tracking
• The authors then calculate the cross-correlation between the feature representations of  the 
input (x) and target image (z) – which is to say they compute the inner product to render a 17x17 
“score map” (see image).

• The maximum value of  this score map indicates the region of  greatest similarity between the 
target and input image, i.e., the location of  the tracked object. 

• The SNN model is trained in a straightforward way, using image crop pairs of  similar and 
dissimilar objects from a benchmark video dataset. 



Siamese Networks: Real-Time Video Tracking

https://www.robots.ox.ac.uk/~luca/siamese-fc.html



Image Segmentation
• Image segmentation tasks represent a high-fidelity problem type in CV, as we require our models 
to generate pixel-level predictions (as opposed to less granular prediction modalities encompassed 
by classification and localization).

Formally, image segmentation is divided into several sub-categories including:
• Semantic Segmentation: Assign a class label to every pixel (but don’t distinguish     

between different instances of  the same class). 
• Instance Segmentation: Detect and segmentation each object instance 
• Panoptic Segmentation: Combine semantic + instance segmentation; each pixel is labelled    

and each class instance is differentiated.  
• Interactive Segmentation: Using user input/supervision, segment an object of  interest  



Image Segmentation: Mask R-CNN
• Mask R-CNN* (He et al., 2017) is a SOTA instance segmentation algorithm that builds 
upon the foundation of  the R-CNN, Fast R-CNN, and Faster R-CNN methodologies. 

• Like the Faster R-CNN model, Mask R-CNN uses parallel heads to generate, in one 
step: a class prediction, bounding-box and segmentation mask. 

*https://arxiv.org/pdf/1703.06870.pdf



Image Segmentation: Mask R-CNN
• The basic pipeline works as follows: 

(1)  “Borrow” Faster R-CNN workflow, including the RPN (region proposal network) 
that learns to automatically generate ROIs (regions of  interest) where an object may occur 
(in place of  the prior selective search proposal algorithm used with original R-CNN 
model). This set of  ROIs is reduced to a relatively small number using non-maximum 
suppression.



Image Segmentation: Mask R-CNN
• The basic pipeline works as follows: 

(2) Using the ROIs generated by the RPN, and the feature maps processed by the CNN (ResNet 
backbone), the authors introduce a crucial innovation dubbed “ROI Alignment.” 

• As the name implies, ROI Alignment aligns the image features produced by the CNN backbone 
with the ROIs produced by the RPN. Critically, this alignment is performed at a sub-pixel level using 
(bilinear) interpolation, rendering an accurate feature map wrt to ROI.

• This procedure avoids information loss caused by quantization (the standard method used in 
RPN-based models); where quantization typically forces an approximation of  boundary pixel values. 



Image Segmentation: Mask R-CNN
• The basic pipeline works as follows: 

(3) Finally, the authors introduce parallel workflow paths following the ROI Alignment step: 

(i) Several FC layers (see workflow image below), producing parallel heads for class    
prediction and boundary box prediction. Notice that FC layers can be used here because  
the class/boundary box do not need to preserve spatial layout of  the image features. 



Image Segmentation: Mask R-CNN
• The basic pipeline works as follows: 

(3) Finally, the authors introduce parallel workflow paths following the ROI Alignment step: 

(i) Several FC layers (top of  workflow image below), producing parallel heads for class    
prediction and boundary box prediction. Notice that FC layers can be used here because  
the class/boundary box do not need to preserve spatial layout of  the image features. 

(ii) Several additional convolutional layers (in place of  FC layers, for preserving spatial integrity    
of  image features), followed by a pixel-level mask prediction. 



Image Segmentation: Mask R-CNN
• Mask R-CNN workflow: (1) ROI proposals generated by RPN ⟶ (2) Classification pipeline 
output with bounding boxes ⟶ (3) Object Detection following non-maximum suppression from (2) 
⟶ (4) Final segmentation of  mask pipeline output.

(1) (2)

(3)
(4)



Image Segmentation: Mask R-CNN
• Mask R-CNN test results; model runs ~5fps.



Image Segmentation: U-NET
• U-NET* (Ronneberger et al., 2015) present a novel segmentation network architecture 
inspired by encoder-decoder models common to autoencoders. 

• U-Nets were first introduced in the domain of  medical images, where they were shown 
to be robust in small data regimes (making use of  data augmentation) and to produce 
accurate segmentations, while leveraging parameter-saving techniques such as pooling. 

*https://arxiv.org/pdf/1505.04597.pdf



Image Segmentation: U-NET
• In traditional classification workflows, pooling is commonly used to help reduce the 
parameter/memory footprint of  the network at the cost of  losing some spatial granularity 
information. 

• With pixel-level segmentation, we need to preserve the fidelity of  this spatial information 
when processing the input image. U-Nets strike a balance by introducing pooling 
operations while preserving spatial granularity with the introduction of  skip connections 
and up-convolutions (nowadays this process is more commonly referred to as deconvolution
or transposed convolution). 

Arrows indicate loci of  information loss due to max pooling (VGG)



Image Segmentation: U-NET
• The U-NET architecture consists of  two halves: an encoder, contracting path (left half) and a decoder, expansive 
path (right half). 



Image Segmentation: U-NET
• The U-NET architecture consists of  two halves: an encoder, contracting path (left half) and a decoder, expansive 
path (right half). 

• The encoder consists of  conv-RELU blocks followed by 2x2 max pooling. At each spatial dimension in the 
encoder portion of  the network, a skip connection propagates the output of  spatial feature (following the conv-
RELU blocks) to the corresponding spatial dimension in the decoder portion of  the network (via a concatenation 
operation). 



Image Segmentation: U-NET

• The decoder consists of  conv-RELU blocks followed by a 2x2 “up-conv.” Notice that the network does not 
contain dense layers (for parameter savings). 



Image Segmentation: U-NET
• Here is sample code of  a Keras implementation of  U-NETs:

https://www.cityscapes-dataset.com/



Dilated Convolutions
• A novel convolution operation termed dilated convolution* (also known as atrous 
convolution) is often used in practice in the context of  image segmentation. 

• By definition, a dilated convolution “dilates” an image crop by a dilation radius, and 
then convolves the set of  pixels (per the input image 𝑥) captured within this dilated 
radius with a filter 𝑤:

where r is the dilation radius, and 𝑦 is the result of  performing the dilated 
convolution operation; notice that when r = 0 the result is a standard convolution.
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*https://arxiv.org/pdf/1606.00915.pdf



Dilated Convolutions
• By definition, a dilated convolution “dilates” an image crop by a dilation radius, and 
then convolves the set of  pixels (per the input image 𝑥) captured within this dilated 
radius with a filter 𝑤:

where r is the dilation radius, and 𝑦 is the result of  performing the dilated 
convolution operation; notice that when r = 0 the result is a standard convolution.

• Note that the use of  dilated convolutions allows a CNN to learn correlations 
between distant pixels (in the input image) while using a small number of  parameters 
(i.e., small filter sizes). 
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Receptive Fields
• The notion of  the receptive field of  a neuron in a CNN is an essential topic. Many 
contemporary CNN architectures – particularly those used for segmentation 
applications – are explicitly designed around the idea of  exploiting/growing the 
receptive field of  the network. 

• In short, the receptive field of  a network feature (e.g., a particular neuron/filter), is 
the region in the input space that the feature is “looking at” or affected by. A receptive 
field of  a feature can be described in terms of  its center location and size.



Receptive Fields
• Applying a standard convolution C with kernel size 3×3 to an input image (layer 1) 
means that each “neuron” in layer 2 has a receptive field of  size 3×3. 

• Notice that when we chain successive convolution operations (as is common in 
CNNs), say using 3×3 kernels, the receptive field of  each neuron grows, layer by layer, 
in the network. In other words, each neuron “looks” at successively larger and larger 
image crops. 



Receptive Fields
• Applying a standard convolution C with kernel size 3×3 to an input image (layer 1) means that 
each “neuron” in layer 2 has a receptive field of  size 3×3. 

• Notice that when we chain successive convolution operations (as is common in CNNs), say 
using 3×3 kernels, the receptive field of  each neuron grows, layer by layer, in the network. In 
other words, each neuron “looks” at successively larger and larger image crops. 

• Concretely, chaining together two successive convolutional layers using 3×3 kernels produces 
neurons with receptive fields of  size 5×5 (see image). 

• In general, the formula governing (theoretical) receptive fields for consecutive layers is simply: 
𝑟/01 = 𝑟'. + 𝑘 − 1 , where the filter is of  dimension 𝑘×𝑘. This means that stacking, for 
example, 10 layers of  a CNN with successive convolutional operations using 3×3 filters produces 
neurons with a receptive field of  size 21×21!



Receptive Fields
• What if, however, for a segmentation problem we need for our network to learn correlations 
between very distant pixels (e.g., segmentation for a large object). To this end, one could stack 
a very large number of  convolutional layers in a CNN architecture to help learn these correlations 
(indeed, this is commonly done in practice). 

• Notice that this approach can be very parameter-intensive (remember that NNs tend to be 
grossly overparameterized models) and thus inefficient. 

• In some respects,* a workaround for increasing the receptive field of  filters in a CNN while 
avoiding over-parameterization is to use dilated convolutions (see image above). 

*Please see: https://arxiv.org/abs/1701.04128 for a more nuanced discussion of  receptive fields in CNNs. 

Visualization of  receptive field for dilated convolution operations

https://arxiv.org/abs/1701.04128


Interactive Image Segmentation
• Interactive image segmentation integrates user interaction into the problem space of  
image/video segmentation. User interaction can encompass a variety of  modalities – most 
commonly it consists of  positive/negative clicks indicating an object(s) of  interest 
differentiated from the background (also: splines, partial segmentations, etc.). 

• Many real-world applications require large volumes of  annotations: self-driving, 
robotics, VFX and image editing, medical imaging, etc. 

• Inherent challenges in this space: pixel-level segmentation fidelity requirement; 
models can be very large, making them impractical for user-interaction loop; ideally, 
segmentation model should be class-agnostic, appropriately responsive to user inputs. 



Interactive Image Segmentation
• “Interactive Image Segmentation with Latent Diversity”* (Li, et al., 2018) introduce an 
FCN (fully-convolutional NN) architecture using purely dilated convolutions to produce 
state-of-the-art interactive segmentation performance . 

• The segmentation network receives the input image, positive/negative user clicks, 
dilated positive/negative click masks, and (pre-trained) VGG feature maps of  the input 
image as input. 

*https://openaccess.thecvf.com/content_cvpr_2018/papers/Li_Interactive_Image_Segmentation_CVPR_2018_paper.pdf



Interactive Image Segmentation

• In order to account for the inherent ambiguity associated with interactive segmentation (see image 
below), the authors train the segmentation network to produce a set of  diverse segmentation 
outputs (instead of  a single segmentation).

• They then train an additional selection network which receives the diverse segmentations (in 
addition to the input image and user-click features) and outputs a final segmentation mask. Using an 
ablation study, the authors demonstrate the effectiveness of  leveraging this “latent diversity” (see 
image below).



Interactive Image Segmentation
• “Encoder-Decoder Based Interactive Segmentation with Inception-Atrous-Collation Blocks” 
(Rhodes et al., 2021) introduces a NAS-Enhanced Encoder-Decoder architecture (NEED). 

• We introduce IAC (Inception-Atrous-Collation) blocks, representing a sequential chaining of: 
Inception modules, dynamic, multi-scale atrous convolutions, and a 1x1 Collation module. 



Interactive Image Segmentation




